
18th Quantitative InfraRed Thermography Conference

Accelerated active infrared thermography using GPUs and edge computing devices
by R. Usamentiaga*, P. Venegas**, S. Sfarra***, H. Zhang****

∗ Department of Computer Engineering, University of Oviedo, Campus de Viesques, 33204 Gijón, Spain,
rusamentiaga@uniovi.es

∗∗ Aeronautical Technology Centre (CTA), Parque Tecnológico de Álava, Juan de la Cierva 1, 01510, Miñano,
Spain, pablo.venegas@cta.aero

∗∗∗ Department of Industrial and Information Engineering and Economics (DIIIE), University of L’Aquila, L’Aquila,
I-67100, Italy, stefano.sfarra@univaq.it

∗∗∗∗ Department of Electrical and Computer Engineering, Computer Vision and Systems Laboratory (CVSL), Laval
University, Quebec G1V 0A6, Canada, hai.zhang.1@ulaval.ca

Abstract

Infrared thermography is a widely used technique in nondestructive testing (NDT) for detecting and characterizing
defects in materials and structures. While numerous post-processing techniques such as statistical moment analysis, Pulse
Phase Thermography (PPT), Principal Component Thermography (PCT), and Thermographic Signal Reconstruction (TSR)
have proven effective in enhancing defect visibility, their practical adoption in real-time applications remains limited due to
high computational demands. This creates challenges for in-line and large-area inspections where rapid analysis is essen-
tial. This paper investigates the acceleration of post-processing methods for infrared thermography using modern hardware
solutions, specifically Graphics Processing Units (GPUs) and edge computing devices. Optimized implementations of sev-
eral established techniques leveraging vectorized operations and parallel processing capabilities of GPUs are presented,
demonstrating substantial reductions in processing time while maintaining defect detection quality. The feasibility of deploy-
ing these methods on edge computing devices is also explored, demonstrating their potential for real-time analysis in field
conditions. The results show that GPU- and edge-based implementations enable real-time or near-real-time performance,
thereby enhancing the feasibility of infrared thermography in industrial environments. On modern hardware, the proposed
implementations achieve remarkable processing speeds across all methods, with execution times consistently under 35 ms
for sequences of 2000 frames of size 512 × 512 pixels (524.3 megapixels). To support reproducibility and adoption, the
proposed implementations are released as open-source software at https://github.com/rusamentiaga/fastait.

1. Introduction

Infrared thermography has become a valuable technique in nondestructive testing, offering a contactless and
wide-area method to evaluate the integrity of materials and structures. The thermal images, or thermograms, obtained
during inspection can reveal zones of interest that are often linked to the presence of defects. However, these indications
are frequently subtle and may remain hidden in the raw data, making direct visual inspection insufficient in many cases.
Beyond simple visualization, more advanced analyses are often required, ranging from defect detection to quantitative
characterization of their size, depth, or nature [1].

To address these challenges, numerous image preprocessing and processing strategies have been developed and
reported in the literature. Their primary objectives are to increase defect visibility, mitigate the effects of measurement noise,
and extract features that can reliably distinguish defective regions from sound material [2]. Among the most widely adopted
techniques are statistical moment analysis, which characterizes pixel intensity distributions and highlights subtle thermal
variations [3]; Pulse Phase Thermography (PPT), which exploits frequency-domain representations to isolate defect-related
signals from background trends [4]; Principal Component Thermography (PCT), which reduces data dimensionality and
enhances dominant thermal patterns associated with subsurface anomalies [5]; and Thermographic Signal Reconstruction
(TSR), which employs polynomial fitting in the logarithmic time domain to smooth data and improve defect-to-background
contrast [6].

These methods have proven effective in optimizing defect detection and visualization, ultimately leading to higher
identification rates and more reliable assessments. Nevertheless, the effectiveness of post-processing techniques in non-
destructive testing is still constrained by several important challenges. A key limitation lies in the absence of consensus
within the NDT community on which methods are best suited for specific materials or defect types. Although general
guidelines have been proposed, in practice, the selection of a suitable technique often relies on empirical testing and
trial-and-error, as practitioners adapt methods to the particular characteristics of each application [7].

Recent advancements in machine learning, particularly deep learning, have opened new avenues for enhancing
defect detection and characterization in infrared thermography. Research efforts have explored a wide range of applica-
tions, including object detection [8], semantic segmentation [9], and more recently, hybrid strategies that combine both
paradigms through models such as the Segment Anything Model (SAM) [10]. Deep learning has also been applied to
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address the inherent resolution constraints of infrared imaging [11, 12], enabling image super-resolution, quality enhance-
ment, and the improved identification of subtle defects that would otherwise remain undetected. These advances demon-
strate the potential of deep learning-based approaches to transform NDT practices. However, despite these achievements,
post-processing techniques continue to play a crucial role within NDT workflows, as deep learning models require high-
quality input data to perform optimally, and traditional image processing methods remain essential for enhancing image
quality, reducing noise, and extracting relevant features prior to analysis.

The computational demands of advanced post-processing techniques present significant challenges for real-time
applications in nondestructive testing. Many of these methods require substantial processing power and memory re-
sources, which can be difficult to achieve in field conditions where portability and speed are critical. The need for rapid
analysis is especially pronounced in scenarios such as in-line inspections or large-area evaluations, where delays can
lead to operational inefficiencies or missed defects. To address these challenges, there is a growing interest in leveraging
modern hardware solutions, such as Graphics Processing Units (GPUs) and edge computing devices, which offer the po-
tential to accelerate complex computations while maintaining portability. GPUs, with their parallel processing capabilities,
are particularly well-suited for handling large sequences of infrared images, enabling faster execution of algorithms such
as advanced image processing techniques. Edge computing devices, on the other hand, allow for data processing to occur
closer to the point of data acquisition, reducing latency and bandwidth requirements associated with cloud-based solutions.
By integrating these technologies into NDT workflows, it is possible to achieve real-time or near-real-time analysis, thereby
enhancing the effectiveness of infrared thermography in practical applications.

This paper explores the implementation of accelerated post-processing techniques for infrared thermography us-
ing GPUs and edge computing devices. Efficient implementations of several widely used methods, including statistical
moment analysis, PPT, PCT, and TSR, are presented and evaluated in terms of processing speed. The presented im-
plementations are designed to take advantage of the parallel processing capabilities of modern GPUs using vectorized
operations and optimized libraries. Additionally, the feasibility of deploying these techniques on edge computing devices
is investigated, demonstrating their potential for real-time analysis in field conditions. The performance of the proposed
implementations is assessed using a variety of synthetic datasets, with a focus on processing speed. A major contribution
of this work is the demonstration that advanced post-processing techniques can be effectively accelerated using GPUs and
edge computing devices, making them suitable for real-time applications in nondestructive testing. The results indicate that
significant reductions in processing time can be achieved without compromising the quality of defect detection and char-
acterization. This advancement has the potential to enhance the practicality and effectiveness of infrared thermography
in various industrial applications, where rapid and reliable assessments are essential. The implementations developed in
this study are publicly available as open-source software, offering a useful resource for researchers and practitioners in
nondestructive testing. The repository can be accessed at https://github.com/rusamentiaga/fastait.

2. Materials and methods

The work proposes the implementation of several post-processing techniques for active infrared thermography
using optimized vectorized operations to leverage the parallel processing capabilities of modern GPUs and edge computing
devices. The following sections describe the methods implemented and the proposed optimizations. Furthermore, the
hardware platforms selected for testing are detailed.

2.1 Vector data processing

Vectorized operations are a programming paradigm that allows simultaneous processing of multiple data points
using single instructions. This approach is particularly well-suited for modern hardware architectures, such as GPUs, which
are designed to handle parallel computations efficiently. By leveraging vectorized operations, it is possible to significantly
accelerate data processing tasks, especially those involving large datasets or repetitive calculations. In the context of
infrared thermography, vectorized operations can be employed to optimize the performance of post-processing techniques
that analyze sequences of thermal images. These techniques often involve operations that can be parallelized, such as
pixel-wise calculations, matrix manipulations, and statistical analyses. By implementing these operations in a vectorized
manner, it is possible to reduce the computational overhead associated with traditional loop-based approaches, leading to
faster execution times and improved scalability.

The performance improvements obtained through vectorization and GPU acceleration stem from the underlying
hardware technologies that enable data-level parallelism, primarily SIMD (Single Instruction, Multiple Data) in CPUs and
SIMT (Single Instruction, Multiple Threads) in GPUs. SIMD is a parallel computing model integrated into modern CPUs
that allows a single instruction to operate on multiple pieces of data simultaneously. Instead of performing one operation at
a time on individual data elements, SIMD enables operations such as addition, subtraction, or multiplication to be executed
on entire vectors of data within a single CPU cycle. This is made possible through vector registers, which can store
multiple numerical values at once (e.g., 128-bit, 256-bit, or 512-bit registers). Technologies such as Intel AVX (Advanced
Vector Extensions) and ARM NEON are examples of SIMD implementations widely used to accelerate tasks like image
processing, signal analysis, and numerical simulations. In the context of infrared thermography, SIMD allows simultaneous
processing of multiple pixel temperature values or temporal samples, reducing the time required for pixel-wise operations
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across large datasets.
SIMT, on the other hand, is the execution model employed by GPUs. It extends the SIMD concept by allowing

thousands of lightweight threads to execute the same instruction concurrently but on different data elements. Unlike SIMD,
where all elements are tightly bound to a single vector instruction, SIMT threads have a degree of independence, as
they can diverge in control flow when necessary, providing greater flexibility. This architecture is particularly well-suited
for large-scale parallel workloads, such as those found in thermographic image sequences, where each pixel or region
can be processed as an independent thread. For example, operations like temporal Fourier transforms, statistical feature
extraction, or temperature compensation can be distributed across many GPU cores, each handling a subset of pixels
simultaneously.

SIMD provides efficient parallelism at the instruction level, while SIMT scales this concept to the thread level,
enabling thousands of concurrent computations. Together, these technologies form the computational backbone that allows
modern CPUs and GPUs to achieve remarkable performance in processing large, data-intensive tasks.

In the case of thermography sequences, the processing typically involves analyzing the temperature time history
of each pixel, as sequences of thermal images are used to study the temporal evolution of surface temperature and identify
potential defects or anomalies. Each pixel corresponds to an independent thermal signal that must be processed using
a series of mathematical operations, such as temporal filtering, curve fitting, or frequency-domain analysis. These oper-
ations are computationally intensive when performed sequentially, particularly for high-resolution sequences comprising
thousands of frames.

By adopting a vectorized implementation, these operations can be applied simultaneously to large groups of pixel
time histories, effectively exploiting data-level parallelism. This approach minimizes loop overhead and takes advantage
of the SIMD capabilities of modern CPUs, resulting in faster and more efficient computations. When executed on a GPU,
the gains become even more significant, as the SIMT architecture allows thousands of pixel time histories to be processed
concurrently. This is particularly advantageous for post-processing techniques such as pulsed phase thermography or
principal component thermography, where operations like discrete Fourier transforms, covariance computation, or statistical
feature extraction must be repeated across the entire image. Consequently, the combination of vectorization and GPU
parallelization enables substantial reductions in processing time, making it feasible to perform complex thermal analyses
in near real-time, even for large datasets.

2.2 Post-processing methods and proposed implementations

2.2.1 Statistical moments

Statistical moments are quantitative measures that describe the shape and characteristics of a distribution. In the
context of infrared thermography, statistical moments can be used to analyze the pixel intensity values in thermal images
to enhance defect detection. The most commonly used statistical moments in this field include Skewness and Kurtosis.

Skewness quantifies the asymmetry of the distribution of pixel intensities over time after thermal excitation. For
each pixel (i, j), the skewness is defined as the ratio of the third central moment to the variance raised to the power of 3/2:

Skewness(i, j) =
1
N

∑N
k=1 (xk(i, j)− µ(i, j))3(

1
N

∑N
k=1 (xk(i, j)− µ(i, j))2

)3/2

where xk(i, j) is the intensity of pixel (i, j) in the k-th frame of a sequence of N images, and

µ(i, j) =
1

N

N∑
k=1

xk(i, j)

is the temporal mean at that pixel.
High positive skewness indicates that the temporal decay curve is dominated by occasional large deviations

above the mean, which may be associated with the presence of subsurface defects. In contrast, values close to zero
suggest a more symmetric distribution, typically corresponding to defect-free regions. This makes skewness a useful tool
for highlighting subtle anomalies in active infrared thermography.

Kurtosis measures the “tailedness” of the temporal distribution of pixel intensities, providing insights into the
presence of abrupt deviations caused by subsurface anomalies. For each pixel (i, j), the kurtosis is defined as the ratio of
the fourth central moment to the square of the variance:

Kurtosis(i, j) =
1
N

∑N
k=1 (xk(i, j)− µ(i, j))4(

1
N

∑N
k=1 (xk(i, j)− µ(i, j))2

)2

where xk(i, j) is the intensity of pixel (i, j) in the k-th frame of a sequence of N images, and
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µ(i, j) =
1

N

N∑
k=1

xk(i, j)

is the temporal mean at that pixel.
High kurtosis values indicate the presence of infrequent but extreme intensity deviations, which are often as-

sociated with subsurface defects or anomalies. Conversely, low kurtosis values correspond to a more uniform temporal
distribution of pixel intensities, typical of defect-free regions. Kurtosis is thus a powerful tool for emphasizing sharp or
localized thermal variations that may be less apparent in raw thermograms or lower-order statistical moments.

Both skewness and kurtosis can be efficiently computed on a stack of thermographic images by leveraging vec-
torized operations, which allow simultaneous calculations across all pixels without explicit loops. Given a sequence of N
images of size H ×W , the pixel-wise mean µ(i, j) is first computed along the temporal dimension:

µ(i, j) =
1

N

N∑
k=1

xk(i, j)

The deviations from the mean are then obtained for all pixels and frames at once:

∆xk(i, j) = xk(i, j)− µ(i, j)

Using these deviations, the second, third, and fourth central moments required for skewness and kurtosis are
calculated via element-wise power and averaging operations across the temporal dimension:

s2(i, j) =
1

N

N∑
k=1

∆xk(i, j)
2, m3(i, j) =

1

N

N∑
k=1

∆xk(i, j)
3, m4(i, j) =

1

N

N∑
k=1

∆xk(i, j)
4

Finally, skewness and kurtosis are computed using these moments:

Skewness(i, j) =
m3(i, j)

s2(i, j)3/2
, Kurtosis(i, j) =

m4(i, j)

s2(i, j)2

This vectorized approach ensures that the computations are fully parallelized on modern hardware, including
GPUs, leading to significant speed-ups compared to pixel-wise loops. It also minimizes memory access overhead and
allows the processing of large image sequences in real time, which is essential for high-throughput workflows.

2.2.2 Pulse Phase Thermography (PPT)

Pulse Phase Thermography (PPT) is a widely used technique in active infrared thermography for nondestructive
testing. It involves the application of a short thermal pulse to the surface of the material under inspection, followed by the
analysis of the thermal response over time. The calculation is performed according to the next equation, where i represents
the imaginary unit, n indicates the frequency increment, and Ren and Imn denote the real and imaginary components of
the Discrete Fourier Transform (DFT).

Fn =

N−1∑
k=0

T (k) e
−2πikn

N = Ren + Imn

The phase information derived from this process is particularly important, as it reveals significant details about the
material’s structural properties. This phase can be calculated using

Φn = arctan

(
Imn

Ren

)
The implementation leverages vectorized operations to efficiently compute the phase spectrum for all pixels si-

multaneously. Given a stack of N images of size H ×W , a one-dimensional Fast Fourier Transform (FFT) is applied along
the temporal axis (the image sequence) for each pixel:

X(f, i, j) =

N−1∑
k=0

xk(i, j) e
−2πifk/N , f = 0, . . . , N/2

This operation is performed in parallel for all pixels using optimized FFT routines, producing a complex-valued
spectrum of shape (N/2+ 1, H,W ). The phase at each frequency bin (excluding the DC component) is then computed as
the argument of the complex FFT coefficients:
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ϕ(f, i, j) = arg (X(f, i, j)) , f = 1, . . . , N/2

By vectorizing both the FFT and the phase calculation across all pixels, this implementation avoids explicit loops,
enabling the simultaneous processing of theentire thermogram sequence. This approach maximizes parallelism, reduces
memory overhead, and is highly compatible with GPU acceleration, making it suitable for real-time applications.

2.2.3 Principal Component Thermography (PCT)

Principal Component Thermography (PCT) is a powerful technique used in active infrared thermography for non-
destructive testing. It leverages Principal Component Analysis (PCA) to analyze the thermal response of materials sub-
jected to thermal excitation. The primary goal of PCT is to enhance defect detection by reducing data dimensionality and
highlighting dominant thermal patterns associated with subsurface anomalies.

The implementation exploits vectorized operations to perform the entire decomposition efficiently. First, the spatial
dimensions of each image are flattened, yielding a matrix X ∈ RM×N , where M = H ·W is the total number of pixels and
N is the number of frames:

X =


x1,1 x1,2 . . . x1,N

x2,1 x2,2 . . . x2,N

...
...

. . .
...

xM,1 xM,2 . . . xM,N


Each pixel’s temporal signal is normalized by subtracting its mean and dividing by its standard deviation, all

implemented in a fully vectorized manner across the matrix X to avoid explicit loops:

Xnorm =
X− X̄

σX + ϵ

Subsequently, Singular Value Decomposition (SVD) is performed on the normalized matrix:

Xnorm = UΣV⊤

where U ∈ RM×N contains the principal components corresponding to spatial modes, Σ holds the singular
values, and V contains the temporal coefficients. Optionally, a reduced number of components q can be retained using a
low-rank SVD to further optimize computational efficiency.

Finally, the selected principal components are reshaped back to the original image dimensions (q,H,W ), en-
abling efficient analysis and visualization of the dominant thermal patterns. This fully vectorized approach maximizes GPU
parallelism and memory efficiency, making PCT suitable for high-resolution and large-frame thermographic sequences.

In the implementation presented here, the low-rank Singular Value Decomposition (SVD) algorithm is employed to
efficiently process large thermographic datasets. This approach is particularly advantageous when the number of frames
N is much smaller than the total number of pixels M , a common scenario in high-resolution infrared imaging [13, 14].
The low-rank SVD approximates the full decomposition by iteratively refining a low-dimensional subspace that captures
the most significant variance in the data, effectively separating defect-related thermal patterns from background noise. By
focusing computational resources on this reduced subspace, the method enables faster processing while preserving the key
features necessary for defect detection and characterization. This makes low-rank SVD a highly suitable tool for real-time
or near-real-time thermographic analysis. Nevertheless, it is important to note that while low-rank SVD offers significant
computational advantages, it may not always capture all the subtle thermal variations present in the data. Therefore,
the proposed implementation allows users to choose between low-rank and full SVD based on their specific application
requirements, balancing speed and accuracy as needed.

2.2.4 Thermographic Signal Reconstruction (TSR)

Thermographic Signal Reconstruction (TSR) is a well-established post-processing technique in active infrared
thermography for nondestructive testing. The method reconstructs the temporal evolution of thermal responses recorded
in a sequence of thermograms acquired after thermal excitation. Its main objective is to improve defect detectability and
enhance the signal-to-noise ratio by fitting a polynomial to the logarithmic representation of the thermal decay curve. This
fitting procedure effectively suppresses noise while preserving the underlying physical trends, allowing the extraction of
features that are closely associated with subsurface anomalies. In addition, TSR facilitates the analytical computation of
time derivatives, which have proven particularly effective for defect enhancement, with the second derivative often yielding
the most significant improvement in defect contrast [7].

The temperature evolution is modeled by fitting an n-degree polynomial, as shown next

T (t) = ant
n + an−1t

n−1 + . . .+ a1t+ a0
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The implementation of TSR presented here is designed to be fully vectorized, enabling efficient processing of large
thermographic datasets using modern hardware such as GPUs. Given a stack of thermographic images I ∈ RN×H×W ,
where N is the number of frames and H×W is the image size, TSR fits a polynomial model to the logarithm of the thermal
signal over time for each pixel individually.

The polynomial fit is performed using a Vandermonde matrix in a least-squares sense. Let t ∈ RN denote the
time axis in log-domain, and Y ∈ RN×(H·W ) the flattened log-transformed image stack. The design matrix X ∈ RN×(d+1)

is defined as:

X =


1 t1 t21 · · · td1
1 t2 t22 · · · td2
...

...
...

. . .
...

1 tN t2N · · · tdN

 ∈ RN×(d+1),

where d is the polynomial degree.
The reconstruction problem can be expressed as a linear system

XC ≈ Y, X ∈ RN×(d+1), C ∈ R(d+1)×(HW ), Y ∈ RN×(HW ),

where X is the Vandermonde matrix in the log-time domain, C contains the polynomial coefficients, and Y the log-
transformed image sequence.

To estimate C, a quadratic cost function is defined:

E(C) = ∥XC−Y∥2F ,

where ∥ · ∥F denotes the Frobenius norm. Expanding this expression gives

E(C) = (XC−Y)T (XC−Y)

= CTXTXC− 2CTXTY +YTY.

The minimizer of E is obtained by differentiating w.r.t. C and setting to zero:

∂E

∂C
= 2XTXC− 2XTY = 0,

which leads to the normal equations
XTXC = XTY.

If X has full column rank, the solution is

C = (XTX)−1XTY = X+Y,

where X+ denotes the Moore–Penrose pseudoinverse.
Although the previous expression is closed-form, direct inversion of XTX is often ill-conditioned and amplifies nu-

merical errors. A more robust approach involves decomposition-based solvers using methods such as QR decomposition,
Singular Value Decomposition (SVD), or regularization techniques. These methods improve numerical stability and are
preferred in practical implementations of TSR.

The fitted polynomial coefficients C allow reconstruction of the signal in the logarithmic domain as

log Î = XC,

where X is the Vandermonde matrix of the logarithm of time points. The reconstructed images in the original domain are
then obtained by exponentiation:

Î = exp
(
XC

)
.

Additionally, derivatives of the polynomial are computed using a similar vectorized formulation of the falling facto-
rial, enabling first and second derivatives in the log domain, which are essential for detecting subtle thermal features.

To organize the outputs, the implementation stores the design matrix X, polynomial coefficients C, and original
image dimensions. Using this information, the implementation can efficiently reconstruct the original thermographic images,
compute derivatives, and retrieve polynomial coefficients reshaped to the original image size. The key steps include:

• Reconstruct the original thermographic images via exponentiation of the polynomial fit,

• Compute first and second derivatives in the log domain, and

• Retrieve the polynomial coefficients reshaped to the original image size.

All these operations are optional, allowing users to select only the outputs they need, thereby optimizing memory
usage and computational efficiency. The proposed vectorized approach ensures that TSR can be applied to large datasets
in real-time or near-real-time scenarios.
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Fig. 1. Devices used for testing. From top to bottom, left to right: NVIDIA RTX 5090 GPU in a high-end server, NVIDIA
Jetson AGX Orin, and NVIDIA Jetson Orin Nano Super.

2.3 Devices

The performance of the proposed implementations is evaluated on a range of hardware platforms, including
high-end GPUs and edge computing devices. The selected devices represent a spectrum of computational capabilities,
from powerful desktop GPUs to more constrained embedded systems, allowing for a comprehensive assessment of the
implementations’ efficiency and scalability. Figure 1 shows the three devices used for testing: NVIDIA RTX 5090 GPU in a
high-end server, NVIDIA Jetson AGX Orin, and NVIDIA Jetson Orin Nano Super.

The high-end server used for benchmarking includes the NVIDIA RTX 5090 built on the Blackwell architecture,
which features 32 GB of GDDR7 RAM. This GPU is designed for demanding computational tasks, including deep learning
and high-performance computing, making it an ideal choice for evaluating the performance of advanced post-processing
techniques in infrared thermography. The CPU paired with this GPU is the AMD Ryzen 9 9950X3D, a high-performance
processor with 16 cores and 32 threads, providing ample computational power to support the GPU’s capabilities. The
system is equipped with 128 GB of DDR5 RAM, ensuring sufficient memory bandwidth and capacity for handling large
thermographic datasets. The operating system used is Ubuntu 24.04.2 LTS, a stable and widely adopted Linux distribu-
tion that provides a robust environment for scientific computing. The software stack includes Pytorch 2.8, which offers
advanced capabilities for tensor computations and GPU acceleration, making it well-suited for implementing and optimizing
the proposed post-processing techniques.

In addition to the high-end server, the implementations are also tested on two edge computing devices: the
NVIDIA Jetson AGX Orin and the NVIDIA Jetson Orin Nano Super. The Jetson AGX Orin is a powerful embedded system
designed for AI applications, featuring a 12-core ARM Cortex-A78AE CPU and a 2048-core NVIDIA Ampere GPU with 64
GB of LPDDR5 RAM. This device provides a balance between performance and power efficiency, making it suitable for
real-time processing in field conditions. The operating system used on the Jetson AGX Orin is Ubuntu 22.04 with JetPack
SDK 6.1, which includes optimized libraries for deep learning and computer vision tasks. The software stack includes
Pytorch 2.5, ensuring consistency with the high-end GPU setup and enabling direct comparisons of performance across
different hardware platforms. This device is configured for maximum performance mode, which allows it to fully utilize its
computational resources for demanding tasks.

The NVIDIA Jetson Orin Nano Super, on the other hand, is a compact and cost-effective edge computing device.
The device features a 6-core ARM Cortex-A78AE CPU and a 1024-core NVIDIA Ampere GPU, along with 8 GB of LPDDR5
RAM. While its computational resources are more limited compared to the Jetson AGX Orin, the Orin Nano is still capable
of running a variety of AI and computer vision applications, making it a suitable candidate for evaluating the feasibility of
deploying advanced post-processing techniques in resource-constrained environments. The operating system used on the
Orin Nano is Ubuntu 22.04 with JetPack SDK 6.1, and it runs PyTorch 2.5, ensuring compatibility with the other devices in
the study. This device is also configured for maximum performance mode to optimize its processing capabilities.

In terms of relative cost, the three platforms span a broad price range, reflecting their distinct performance and
deployment profiles. The high-end server represents the most expensive configuration, with a cost approximately twenty
times higher than that of the embedded Jetson Orin Nano solution. The Jetson AGX Orin occupies an intermediate position,
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offering strong computational capabilities at roughly half the cost of the server. This spectrum of price-performance ratios
highlights the potential of modern embedded GPUs to deliver competitive processing speeds for thermographic analysis at
significantly reduced hardware costs, making them attractive for scalable and field-deployable inspection systems.

3. Results

Tables 1-15 summarize the execution times for the different post-processing techniques across the three hardware
platforms and a variety of input sizes and data types. Each table presents the average execution time in milliseconds for
processing thermographic datasets of increasing dimensions, ranging from (500, 128, 128), i.e., 500 frames of 128 × 128
pixels, up to (2000, 512, 512), i.e., 2000 frames of 512 × 512 pixels. In the case of the Jetson Nano some configurations
could not be executed due to memory limitations.

The measurement process begins by repeatedly executing each operation to allow the system to stabilize and
eliminate transient effects such as initialization or caching. Once stable execution conditions are achieved, the operation
is timed multiple times while monitoring both the duration and variability of the results. If the total measurement time
is too short to produce statistically reliable data, the number of repetitions is automatically increased. This adjustment
continues iteratively until the accumulated execution time is long enough to minimize random fluctuations and ensure
consistent results. In this way, the process adaptively determines how many iterations are necessary to obtain a precise
and reproducible estimate of execution performance. The final results are averaged over the multiple runs, and a 95%
confidence interval is calculated to quantify the uncertainty in the measurements. This approach ensures that the reported
execution times are both accurate and representative of typical performance, providing a solid basis for comparing the
efficiency of the different post-processing techniques across various hardware platforms and input sizes.

The results are obtained from randomly generated synthetic datasets, which allow for controlled variations in
size. The datasets consist of sequences of images with varying dimensions, representing different numbers of frames and
pixel resolutions with different data types (32 and 64 bits floating point numbers). This approach enables a systematic
evaluation of the performance of the post-processing techniques under different conditions, providing insights into their
scalability and efficiency across a range of scenarios. By using synthetic data, the study can isolate the effects of input
size and computational load on execution time, ensuring that the results are directly attributable to the algorithms.

The results for Skewness, Kurtosis and PPT are obtained without any additional parameter. In the case of PCT
only the first 50 components are retained using the low-rank SVD algorithm. TSR is calculated using a polynomial of
degree 5, and the reconstruction, first and second derivatives are computed.

The results highlight the performance differences between the high-end server with the NVIDIA RTX 5090 GPU
and the two edge computing devices, the NVIDIA Jetson AGX Orin and the NVIDIA Jetson Orin Nano. The results also
demonstrate significant performance improvements when utilizing GPUs, particularly for larger datasets. The high-end
server consistently outperforms the edge devices, as expected, but the Jetson AGX Orin also shows impressive capabil-
ities, making it a viable option for real-time applications in field conditions. The Jetson Orin Nano, while more limited in
performance, still manages to execute the algorithms within reasonable time frames, highlighting the potential for deploying
advanced post-processing techniques even on resource-constrained devices.

3.1 Skewness and Kurtosis

On the server, in the case of Skewness, GPU implementations achieved substantial speedups compared to CPU
execution. For inputs of size (2000, 512, 512), the GPU float32 version of Skewness completed in 11.98 ms, while the CPU
float32 required 716.25 ms, corresponding to a ∼ 60× acceleration. Similar trends were observed for Kurtosis, where GPU
float32 execution reduced the runtime from 713.40 ms to 11.98 ms. Double precision notably increased computational cost
on all platforms, particularly on GPUs where throughput is lower for float64 arithmetic.

On the Jetson AGX, Skewness and Kurtosis GPU acceleration remained significant, though the performance gap
narrowed due to more modest GPU resources. Speedups of approximately 5–10× were observed relative to CPU float32
implementations. The Jetson Nano exhibited the lowest absolute performance but maintained the same trend: GPU
acceleration consistently reduced processing time, making real-time computation feasible even on resource-constrained
devices for small and medium input sizes.

3.2 Pulse Phase Thermography (PPT)

PPT processing scales with dataset size, but the GPU implementations demonstrated consistent efficiency. On
the server, GPU float32 achieved 21.35 ms for (2000, 512, 512) inputs, compared with 883.52 ms on the CPU float32
version, representing a ∼ 41× acceleration. The Jetson AGX and Nano followed similar scaling behavior with proportionally
lower performance, achieving ∼ 4–5× speedups relative to CPU execution. These results indicate that even frequency-
domain–based operations can be effectively parallelized for real-time deployment.
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Fig. 2. GPU acceleration factor per technique and platform (float32).

3.3 Thermographic Signal Reconstruction (TSR)

TSR, which involves polynomial fitting in the logarithmic time domain, is computationally intensive. Nevertheless,
the GPU implementation achieved remarkable acceleration. On the server, the GPU float32 version processed (2000, 512,
512) inputs in 26.79 ms, compared to 2554.66 ms on CPU float32—equivalent to a∼ 95× speedup. Similar proportional
gains were recorded on both Jetson platforms, confirming the scalability and efficiency of the parallelized algorithm. Linear
scaling of processing time with input size was maintained across all configurations, demonstrating robust implementation
performance.

3.4 Principal Component Thermography (PCT)

PCT exhibited the highest computational demand among the evaluated methods due to the matrix decomposition
involved. On the server, GPU float32 reduced the execution time for (2000, 512, 512) inputs from 4817.45 ms (CPU float32)
to 31.26 ms, corresponding to an exceptional ∼ 154× speedup. This efficiency demonstrates the advantage of leveraging
massively parallel architectures for linear algebra-dominated workloads. It is also noted that the performance of float64
CPU execution for the PCT occasionally exceeds float32 execution for large dataset sizes, which might be attributed to the
implementation details of the SVD algorithm and how it handles precision, as well as the specific hardware optimizations for
double-precision arithmetic on the CPU. However, despite this optimization across datasets, the float64 GPU performance
degraded sharply, primarily due to hardware limitations in double-precision throughput. On the Jetson AGX and Nano, PCT
remained feasible in float32 mode but showed significant performance penalties for double precision, confirming that single
precision is the preferred choice for real-time applications in constrained environments.

3.5 Cross-platform comparison

Figure 2 illustrates the GPU acceleration factor for each technique and platform using float32 data. The ac-
celeration factor is calculated as the ratio of CPU execution time to GPU execution time, providing a clear measure of
performance improvement achieved through GPU parallelization. The figure highlights the substantial speedups obtained
across all techniques. The high-end server demonstrates the most significant acceleration, followed by the Jetson AGX
and Jetson Nano, which still achieve meaningful improvements despite their more limited hardware capabilities. This vi-
sualization underscores the effectiveness of GPU acceleration in enhancing the efficiency of post-processing methods in
infrared thermography.

Figure 3 presents the computational performance of the selected methods—Skewness, Kurtosis, PPT, PCT and
TSR, across different computing platforms and input size (1000, 256, 256) and float32 datatype. Each subfigure focuses on
a single method and compares processing times on the server, AGX, and Nano devices for both CPU and GPU execution.
The results again highlight the substantial acceleration achieved with GPU implementations. Furthermore, the results
show that GPU implementations on the AGX and Nano achieve substantial speedups compared to the server CPU. GPU-
accelerated platforms consistently outperform the server CPU for all evaluated methods, providing substantially faster
runtimes. Even lower-cost embedded GPUs, such as the Nano, achieve higher throughput than the CPU, demonstrating
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that edge devices can deliver excellent performance at a reduced hardware cost.
Figure 4 presents the absolute performance of the best GPU implementation for each method on the high-end

server with the NVIDIA RTX 5090 GPU. The results are shown for float32 data type and input size (2000, 512, 512).
The figure highlights the impressive processing speeds achieved across all techniques, with execution times remaining
well below 35 ms. This performance demonstrates the feasibility of real-time analysis using advanced post-processing
methods in infrared thermography when leveraging high-performance GPU hardware.

4. Conclusions

This work demonstrates that GPU-accelerated implementations of infrared thermography post-processing meth-
ods, covering statistical moment analysis, Pulse Phase Thermography (PPT), Principal Component Thermography (PCT),
and Thermographic Signal Reconstruction (TSR), achieve dramatic reductions in computational time over conventional
CPU-based approaches. Single-precision arithmetic provides an optimal balance between numerical stability and exe-
cution efficiency, allowing rapid processing of large-scale thermographic sequences. On modern hardware, all methods
achieve execution times consistently below 35 ms for sequences of 2000 frames at 512×512 pixels (524.3 megapixels),
enabling real-time or near-real-time analysis. Furthermore, even resource-constrained edge computing devices, such as
the NVIDIA Jetson AGX Orin and Jetson Orin Nano, deliver substantial performance improvements. This demonstrates
that advanced thermographic analysis can be effectively deployed in field conditions using affordable embedded hardware.
The open-source nature of the implementations ensures accessibility and encourages further optimization and adaptation
by the research community, fostering innovation in nondestructive testing and monitoring applications.

The performance gains using the proposed implementations extend the practical applicability of infrared thermog-
raphy from laboratory-scale experiments to field-deployable, edge-computing environments, supporting in-line inspections
and large-area monitoring. By combining high throughput, low-latency processing, and open-source implementation, this
study provides a foundation for next-generation nondestructive testing and monitoring systems, facilitating the adoption of
advanced post-processing techniques in industrial settings.

Acknowledgments

This research was partially funded by projects reference PID2021-124383OB-I00, PID2024-155752OB-I00 and
SEK-25-GRU-GIC-24-003.

10



18th Quantitative InfraRed Thermography Conference, 29 June – 3 July 2026, Naples, Italy

Server Agx Nano
0

20

40

60

80

100

120

140

160

P
ro

ce
ss

in
g

ti
m

e
(m

s)

Skewness

CPU

GPU

(a)

Server Agx Nano
0

50

100

150

200

250

300

350

P
ro

ce
ss

in
g

ti
m

e
(m

s)

Kurtosis

CPU

GPU

(b)

Server Agx Nano
0

200

400

600

800

1000

P
ro

ce
ss

in
g

ti
m

e
(m

s)

PPT

CPU

GPU

(c)

Server Agx Nano
0

200

400

600

800

1000

P
ro

ce
ss

in
g

ti
m

e
(m

s)
PCT

CPU

GPU

(d)

Server Agx Nano
0

200

400

600

800

1000

1200

P
ro

ce
ss

in
g

ti
m

e
(m

s)

TSR

CPU

GPU

(e)

Fig. 3. Platform comparison for input (1000, 256, 256) float32. (a) Skewness. (b) Kurtosis. (c) PPT. (d) PCT. (e) TSR.

11



18th Quantitative InfraRed Thermography Conference, 29 June – 3 July 2026, Naples, Italy

Skewness Kurtosis PPT TSR PCT

Method

0

5

10

15

20

25

30
P

ro
ce

ss
in

g
ti

m
e

(m
s)

Fig. 4. Server GPU runtime for input (2000, 512, 512) float32.

References

[1] Clemente Ibarra-Castanedo and Xavier PV Maldague. Infrared thermography. In Handbook of technical diagnostics:
Fundamentals and application to structures and systems, pages 175–220. Springer, 2013.

[2] Ruben Usamentiaga, Miguel Angel Fernandez, Alberto Fernandez Villan, and Juan Luis Carus. Temperature moni-
toring for electrical substations using infrared thermography: architecture for industrial internet of things. IEEE trans-
actions on industrial informatics, 14(12):5667–5677, 2018.

[3] Francisco J Madruga, Clemente Ibarra-Castanedo, Olga M Conde, José M López-Higuera, and Xavier Maldague.
Infrared thermography processing based on higher-order statistics. NDT & E International, 43(8):661–666, 2010.

[4] Clemente Ibarra-Castanedo and Xavier Maldague. Pulsed phase thermography reviewed. Quantitative Infrared Ther-
mography Journal, 1(1):47–70, 2004.

[5] Nik Rajic. Principal component thermography for flaw contrast enhancement and flaw depth characterisation in com-
posite structures. Composite Structures, 58(4):521–528, 2002.

[6] Steven M Shepard, James R Lhota, Bruce A Rubadeux, David Wang, and Tasdiq Ahmed. Reconstruction and en-
hancement of active thermographic image sequences. Optical Engineering, 42(5):1337–1342, 2003.

[7] R Usamentiaga, P Venegas, Jon Guerediaga, Laura Vega, and Ion López. A quantitative comparison of stimula-
tion and post-processing thermographic inspection methods applied to aeronautical carbon fibre reinforced polymer.
Quantitative InfraRed Thermography Journal, 10(1):55–73, 2013.

[8] Darío G Lema, Oscar D Pedrayes, Rubén Usamentiaga, Pablo Venegas, and Daniel F García. Automated detection
of subsurface defects using active thermography and deep learning object detectors. IEEE Transactions on Instru-
mentation and Measurement, 71:1–13, 2022.

[9] Oscar D Pedrayes, Darío G Lema, Ruben Usamentiaga, Pablo Venegas, and Daniel F García. Semantic segmentation
for non-destructive testing with step-heating thermography for composite laminates. Measurement, 200:111653, 2022.

[10] Darío G Lema, Oscar D Pedrayes, Rubén Usamentiaga, and Daniel F García. Improved detection of subsurface
defects through active thermography and ensembling techniques. Quality Engineering, 35(4):669–685, 2023.

[11] Yan Zou, Linfei Zhang, Chengqian Liu, Bowen Wang, Yan Hu, and Qian Chen. Super-resolution reconstruction of
infrared images based on a convolutional neural network with skip connections. Optics and Lasers in Engineering,
146:106717, 2021.

[12] Yongsong Huang, Zetao Jiang, Rushi Lan, Shaoqin Zhang, and Kui Pi. Infrared image super-resolution via transfer
learning and psrgan. IEEE Signal Processing Letters, 28:982–986, 2021.

12



18th Quantitative InfraRed Thermography Conference, 29 June – 3 July 2026, Naples, Italy

[13] Andrzej Cichocki and Anh-Huy Phan. Nonnegative Matrix and Tensor Factorizations: Applications to Exploratory
Multi-way Data Analysis and Blind Source Separation. John Wiley & Sons, 2009.

[14] Matthew Brand. Fast low-rank modifications of the thin singular value decomposition. In Linear Algebra and its
Applications, volume 415, pages 20–30. Elsevier, 2006.

A. Detailed benchmark results

Table 1. Benchmark results for Skewness on the server. All times are in milliseconds (ms).

Input size CPU float32 CPU float64 GPU float32 GPU float64

(500, 128, 128) 10.54 ± 0.225 22.62 ± 0.156 0.09 ± 0.001 0.28 ± 0.001
(1000, 128, 128) 23.84 ± 0.388 48.59 ± 0.160 0.24 ± 0.000 0.71 ± 0.001
(2000, 128, 128) 46.88 ± 1.611 99.87 ± 0.657 0.70 ± 0.000 1.50 ± 0.000
(500, 256, 256) 49.12 ± 0.329 96.42 ± 0.304 0.68 ± 0.000 1.47 ± 0.000

(1000, 256, 256) 100.97 ± 0.364 188.65 ± 4.416 1.44 ± 0.001 2.98 ± 0.006
(2000, 256, 256) 188.02 ± 3.249 366.62 ± 3.637 2.96 ± 0.001 6.03 ± 0.003
(500, 512, 512) 186.95 ± 1.249 357.95 ± 5.170 2.96 ± 0.003 6.05 ± 0.002

(1000, 512, 512) 362.99 ± 1.137 709.41 ± 3.541 5.97 ± 0.004 12.07 ± 0.002
(2000, 512, 512) 716.25 ± 3.765 1394.30 ± 4.874 11.98 ± 0.001 24.10 ± 0.016

Table 2. Benchmark results for Skewness on the AGX. All times are in milliseconds (ms).

Input size CPU float32 CPU float64 GPU float32 GPU float64

(500, 128, 128) 12.67 ± 0.658 29.25 ± 0.210 4.82 ± 0.211 3.86 ± 0.556
(1000, 128, 128) 21.42 ± 0.420 62.81 ± 6.893 3.31 ± 0.056 7.03 ± 0.063
(2000, 128, 128) 46.89 ± 3.046 113.62 ± 5.001 7.39 ± 0.148 14.46 ± 0.259
(500, 256, 256) 50.03 ± 4.405 117.34 ± 6.874 10.63 ± 0.287 14.32 ± 0.159

(1000, 256, 256) 90.35 ± 14.058 223.80 ± 1.935 14.17 ± 0.087 27.64 ± 0.985
(2000, 256, 256) 156.24 ± 9.091 449.04 ± 6.291 28.32 ± 0.171 56.39 ± 2.359
(500, 512, 512) 160.82 ± 5.035 462.82 ± 2.333 28.46 ± 0.801 61.25 ± 3.070

(1000, 512, 512) 249.07 ± 17.128 871.23 ± 35.309 56.76 ± 1.010 134.14 ± 24.254
(2000, 512, 512) 490.17 ± 55.531 1669.79 ± 16.471 118.73 ± 1.764 256.39 ± 3.869

Table 3. Benchmark results for Skewness on the Nano. All times are in milliseconds (ms).

Input size CPU float32 CPU float64 GPU float32 GPU float64

(500, 128, 128) 21.11 ± 2.954 61.83 ± 6.893 7.81 ± 0.378 16.43 ± 2.581
(1000, 128, 128) 39.43 ± 0.146 113.85 ± 5.067 7.16 ± 1.007 14.09 ± 0.359
(500, 256, 256) 81.77 ± 6.044 227.84 ± 2.192 19.33 ± 0.293 28.21 ± 0.270

(1000, 256, 256) 153.39 ± 0.446 451.01 ± 2.150 39.80 ± 0.334 56.75 ± 1.860
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Table 4. Benchmark results for Kurtosis on the server. All times are in milliseconds (ms).

Input size CPU float32 CPU float64 GPU float32 GPU float64

(500, 128, 128) 10.59 ± 0.021 23.07 ± 0.231 0.09 ± 0.000 1.06 ± 0.000
(1000, 128, 128) 24.06 ± 0.080 49.94 ± 0.338 0.24 ± 0.000 2.19 ± 0.001
(2000, 128, 128) 48.59 ± 0.230 100.72 ± 3.035 0.70 ± 0.000 4.41 ± 0.002
(500, 256, 256) 49.33 ± 0.192 96.40 ± 0.458 0.68 ± 0.000 4.39 ± 0.000

(1000, 256, 256) 101.06 ± 0.337 188.34 ± 2.425 1.44 ± 0.001 8.80 ± 0.002
(2000, 256, 256) 186.57 ± 5.581 367.23 ± 4.476 2.96 ± 0.002 17.67 ± 0.004
(500, 512, 512) 187.07 ± 0.441 360.74 ± 2.610 2.96 ± 0.005 17.66 ± 0.002

(1000, 512, 512) 363.65 ± 1.585 710.51 ± 2.769 5.97 ± 0.001 35.31 ± 0.003
(2000, 512, 512) 713.40 ± 1.902 1393.70 ± 4.282 11.98 ± 0.002 70.57 ± 0.031

Table 5. Benchmark results for Kurtosis on the AGX. All times are in milliseconds (ms).

Input size CPU float32 CPU float64 GPU float32 GPU float64

(500, 128, 128) 23.05 ± 0.176 42.01 ± 0.218 1.98 ± 0.111 22.50 ± 0.011
(1000, 128, 128) 43.07 ± 0.106 84.50 ± 0.927 3.33 ± 0.008 44.96 ± 0.061
(2000, 128, 128) 86.33 ± 1.440 163.63 ± 1.008 7.34 ± 0.175 90.40 ± 0.194
(500, 256, 256) 86.74 ± 2.215 165.33 ± 1.211 7.27 ± 1.171 91.90 ± 5.288

(1000, 256, 256) 177.56 ± 22.049 327.36 ± 1.931 14.03 ± 0.073 180.35 ± 0.319
(2000, 256, 256) 328.03 ± 2.073 654.77 ± 2.389 29.72 ± 2.385 360.88 ± 3.367
(500, 512, 512) 333.83 ± 1.061 670.08 ± 1.910 29.49 ± 0.372 364.04 ± 0.374

(1000, 512, 512) 654.21 ± 21.457 1295.34 ± 1.429 58.32 ± 1.326 731.17 ± 1.299
(2000, 512, 512) 1303.01 ± 5.923 2561.89 ± 13.562 119.07 ± 3.586 1465.37 ± 3.100

Table 6. Benchmark results for Kurtosis on the Nano. All times are in milliseconds (ms).

Input size CPU float32 CPU float64 GPU float32 GPU float64

(500, 128, 128) 47.53 ± 3.901 90.98 ± 0.689 3.61 ± 0.460 59.35 ± 3.954
(1000, 128, 128) 96.83 ± 2.129 182.36 ± 1.821 6.91 ± 0.148 111.59 ± 0.321
(500, 256, 256) 191.07 ± 0.573 368.56 ± 1.458 19.70 ± 0.271 225.41 ± 6.591
(1000, 256, 256) 380.29 ± 1.781 730.25 ± 6.193 31.26 ± 6.629 455.23 ± 14.068

Table 7. Benchmark results for PPT on the server. All times are in milliseconds (ms).

Input size CPU float32 CPU float64 GPU float32 GPU float64

(500, 128, 128) 3.74 ± 0.013 17.45 ± 0.479 0.17 ± 0.000 0.75 ± 0.000
(1000, 128, 128) 18.52 ± 0.508 37.70 ± 1.125 0.23 ± 0.000 1.55 ± 0.000
(2000, 128, 128) 40.11 ± 0.247 75.59 ± 5.422 1.09 ± 0.000 3.17 ± 0.001
(500, 256, 256) 38.79 ± 0.226 78.11 ± 5.991 1.07 ± 0.001 3.31 ± 0.001

(1000, 256, 256) 88.05 ± 10.153 149.01 ± 1.148 1.29 ± 0.000 6.43 ± 0.001
(2000, 256, 256) 177.95 ± 11.396 304.38 ± 4.597 4.51 ± 0.001 13.24 ± 0.001
(500, 512, 512) 210.98 ± 2.201 330.64 ± 10.749 5.07 ± 0.001 14.25 ± 0.001

(1000, 512, 512) 428.04 ± 0.491 650.43 ± 9.147 5.52 ± 0.001 28.42 ± 0.012
(2000, 512, 512) 883.52 ± 16.584 1323.93 ± 17.241 21.35 ± 0.033 58.13 ± 0.037
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Table 8. Benchmark results for PPT on the AGX. All times are in milliseconds (ms).

Input size CPU float32 CPU float64 GPU float32 GPU float64

(500, 128, 128) 121.51 ± 1.741 165.61 ± 0.654 10.92 ± 0.656 26.53 ± 1.149
(1000, 128, 128) 235.57 ± 5.889 337.92 ± 8.094 3.21 ± 0.070 34.64 ± 0.142
(2000, 128, 128) 436.45 ± 5.333 641.90 ± 5.891 33.21 ± 0.186 89.01 ± 0.033
(500, 256, 256) 436.08 ± 5.241 623.53 ± 4.866 20.84 ± 0.156 74.59 ± 0.062
(1000, 256, 256) 856.21 ± 11.702 1239.77 ± 3.866 22.29 ± 0.396 254.95 ± 0.162
(2000, 256, 256) 1712.16 ± 3.370 2489.57 ± 17.723 369.86 ± 0.639 846.90 ± 0.193
(500, 512, 512) 1661.59 ± 0.626 2465.28 ± 7.679 123.16 ± 3.124 395.67 ± 0.074
(1000, 512, 512) 3448.22 ± 7.261 5084.45 ± 27.576 286.65 ± 3.485 1021.29 ± 0.106
(2000, 512, 512) 7056.56 ± 358.577 10363.87 ± 45.190 1488.88 ± 3.611 3381.44 ± 0.309

Table 9. Benchmark results for PPT on the Nano. All times are in milliseconds (ms).

Input size CPU float32 CPU float64 GPU float32 GPU float64

(500, 128, 128) 134.02 ± 4.166 197.87 ± 5.349 16.35 ± 5.222 50.52 ± 10.822
(1000, 128, 128) 265.72 ± 2.747 394.94 ± 1.447 8.50 ± 0.077 89.40 ± 0.158
(500, 256, 256) 548.44 ± 1.055 775.26 ± 1.430 42.61 ± 0.255 189.40 ± 0.114

(1000, 256, 256) 1125.20 ± 1.295 1592.82 ± 5.828 42.04 ± 1.152 523.20 ± 0.144

Table 10. Benchmark results for TSR on the server. All times are in milliseconds (ms).

Input size CPU float32 CPU float64 GPU float32 GPU float64

(500, 128, 128) 31.80 ± 0.341 75.72 ± 1.264 0.42 ± 0.008 2.05 ± 0.001
(1000, 128, 128) 82.30 ± 2.316 159.65 ± 0.613 0.79 ± 0.000 3.95 ± 0.005
(2000, 128, 128) 152.96 ± 10.201 323.48 ± 15.992 1.70 ± 0.000 7.63 ± 0.002
(500, 256, 256) 168.98 ± 4.336 329.63 ± 0.747 1.76 ± 0.001 7.49 ± 0.002
(1000, 256, 256) 333.44 ± 12.613 648.79 ± 3.363 3.45 ± 0.001 14.66 ± 0.003
(2000, 256, 256) 673.15 ± 21.362 1305.09 ± 11.642 6.75 ± 0.003 28.68 ± 0.016
(500, 512, 512) 704.76 ± 12.977 1313.53 ± 15.317 6.94 ± 0.001 29.21 ± 0.089
(1000, 512, 512) 1330.22 ± 6.762 2490.49 ± 7.007 13.66 ± 0.005 57.43 ± 0.013
(2000, 512, 512) 2554.66 ± 8.544 4925.64 ± 31.470 26.79 ± 0.013 113.82 ± 0.058

Table 11. Benchmark results for TSR on the AGX. All times are in milliseconds (ms).

Input size CPU float32 CPU float64 GPU float32 GPU float64

(500, 128, 128) 87.58 ± 2.459 200.09 ± 23.439 8.63 ± 0.120 33.83 ± 1.008
(1000, 128, 128) 227.01 ± 6.513 315.46 ± 32.102 13.47 ± 0.118 63.41 ± 0.145
(2000, 128, 128) 382.23 ± 23.187 544.21 ± 27.551 38.98 ± 0.031 140.21 ± 0.103
(500, 256, 256) 404.92 ± 23.597 560.14 ± 63.346 25.31 ± 0.068 126.84 ± 0.303

(1000, 256, 256) 767.07 ± 32.059 1026.17 ± 61.353 50.42 ± 0.275 267.57 ± 0.067
(2000, 256, 256) 1409.91 ± 91.828 1956.02 ± 132.065 170.28 ± 0.229 556.91 ± 0.632
(500, 512, 512) 1436.36 ± 29.459 1939.72 ± 37.997 100.71 ± 0.170 502.28 ± 0.043

(1000, 512, 512) 2749.91 ± 121.260 3767.98 ± 362.926 200.13 ± 1.246 1066.44 ± 0.347
(2000, 512, 512) 5231.99 ± 664.021 7617.66 ± 1459.501 634.01 ± 5.263 1989.59 ± 18.612

Table 12. Benchmark results for TSR on the Nano. All times are in milliseconds (ms).

Input size CPU float32 CPU float64 GPU float32 GPU float64

(500, 128, 128) 171.75 ± 9.932 225.75 ± 8.959 16.01 ± 0.709 84.58 ± 11.157
(1000, 128, 128) 305.24 ± 25.369 456.12 ± 27.104 26.06 ± 0.010 160.52 ± 0.064
(500, 256, 256) 632.65 ± 21.129 848.68 ± 24.867 52.57 ± 0.501 321.37 ± 0.095

(1000, 256, 256) 1176.93 ± 15.560 1568.11 ± 90.659 104.33 ± 0.100 682.36 ± 0.286
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Table 13. Benchmark results for PCT on the server. All times are in milliseconds (ms).

Input size CPU float32 CPU float64 GPU float32 GPU float64

(500, 128, 128) 39.99 ± 0.971 49.69 ± 1.280 4.55 ± 0.130 38.76 ± 0.083
(1000, 128, 128) 116.60 ± 1.828 87.16 ± 5.104 5.02 ± 0.007 42.43 ± 0.579
(2000, 128, 128) 309.59 ± 6.530 156.61 ± 0.399 5.23 ± 0.007 48.20 ± 0.276
(500, 256, 256) 173.21 ± 5.329 247.01 ± 3.652 7.25 ± 0.005 224.83 ± 0.179

(1000, 256, 256) 470.95 ± 5.581 441.15 ± 3.613 8.69 ± 0.006 235.43 ± 0.147
(2000, 256, 256) 1256.86 ± 64.856 816.11 ± 1.260 10.48 ± 0.006 253.82 ± 0.285
(500, 512, 512) 803.50 ± 24.458 1066.70 ± 13.683 17.30 ± 0.010 856.42 ± 0.353

(1000, 512, 512) 1905.01 ± 19.600 1790.73 ± 24.495 22.33 ± 0.013 895.37 ± 0.444
(2000, 512, 512) 4817.45 ± 85.027 3230.71 ± 21.617 31.26 ± 0.077 963.98 ± 0.053

Table 14. Benchmark results for PCT on the AGX. All times are in milliseconds (ms).

Input size CPU float32 CPU float64 GPU float32 GPU float64

(500, 128, 128) 113.07 ± 0.468 243.63 ± 21.777 17.40 ± 4.191 155.25 ± 0.708
(1000, 128, 128) 228.33 ± 35.776 396.37 ± 29.082 18.57 ± 0.640 248.60 ± 0.481
(2000, 128, 128) 356.43 ± 10.786 580.15 ± 33.218 29.07 ± 0.572 433.69 ± 0.985
(500, 256, 256) 528.88 ± 76.164 918.88 ± 48.570 56.94 ± 0.060 564.22 ± 0.483
(1000, 256, 256) 770.77 ± 101.886 1325.97 ± 83.349 73.24 ± 0.906 943.39 ± 1.309
(2000, 256, 256) 1323.37 ± 98.017 2270.80 ± 135.770 617.37 ± 1.832 1699.34 ± 1.065
(500, 512, 512) 1984.34 ± 82.827 3876.58 ± 89.581 219.56 ± 0.844 2206.86 ± 1.335
(1000, 512, 512) 2987.77 ± 65.457 5772.22 ± 1435.386 277.02 ± 2.421 3697.92 ± 4.435
(2000, 512, 512) 5015.60 ± 860.355 9339.43 ± 475.502 392.77 ± 2.618 6712.55 ± 7.185

Table 15. Benchmark results for PCT on the Nano. All times are in milliseconds (ms).

Input size CPU float32 CPU float64 GPU float32 GPU float64

(500, 128, 128) 198.79 ± 36.115 339.53 ± 23.394 35.86 ± 8.929 359.68 ± 0.880
(1000, 128, 128) 291.39 ± 24.598 536.84 ± 54.592 41.48 ± 0.112 595.23 ± 5.420
(500, 256, 256) 744.18 ± 28.675 1379.26 ± 20.714 139.12 ± 20.655 1366.70 ± 0.711

(1000, 256, 256) 1108.30 ± 37.217 2098.04 ± 55.920 216.79 ± 0.344 2336.58 ± 0.337
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