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Abstract

Laser-based additive manufacturing processes require precise monitoring of meltpool geometry to ensure pro-
cess stability, dimensional accuracy, and metallurgical quality. Infrared thermography provides a non-contact, high-speed
sensing solution capable of capturing thermal emission during laser—-material interaction. However, extracting reliable
geometric and energetic features from meltpool images remains challenging due to high dynamic range, sensor noise,
blooming effects, background drift, and rapid temporal variations inherent to the process.

Conventional image processing techniques, including fixed global thresholding, adaptive thresholding, morpho-
logical filtering, contour extraction, and geometric fitting, are commonly used for meltpool segmentation. Although these
approaches are computationally efficient and suitable for real-time implementation, they are strongly dependent on thresh-
old selection and local intensity normalization. Adaptive methods can artificially stabilize the segmented region, reducing
sensitivity to subtle geometric changes, while fixed thresholds increase sensitivity but may become unstable under fluctu-
ating thermal conditions. As a result, small yet physically relevant variations in meltpool morphology may be masked or
exaggerated, compromising the robustness of feature extraction for monitoring and future control-loop integration.

To address these limitations, this work evaluates deep learning-based segmentation models for thermographic
meltpool monitoring. A dataset of infrared images acquired during laser-based material processing trials was manually
annotated at pixel level to generate ground-truth segmentation masks. Different encoder-decoder architectures, input
resolutions, region-of-interest configurations, and encoder simplification strategies were compared to identify compact
models that preserve segmentation quality while reducing computational cost.

The evaluated models were analysed in terms of segmentation accuracy, model size, CPU latency, GPU latency,
and GPU memory usage on practical inference hardware. From the predicted segmentation masks, physically meaningful
descriptors such as meltpool area, width, height, centroid position, and intensity-based indicators can be extracted. The
results show that compact ROI-based U-Net ResNet variants provide a favourable trade-off between segmentation quality
and inference cost, supporting their use in high-throughput thermographic monitoring pipelines when buffered or micro-
batched inference is allowed.

1. Introduction

Laser-based additive manufacturing is a well-known process for building large-scale components in industrial
scenarios, such as the aerospace, locomotive, and turbine industries, due to its potential to reduce costs and its flexibility in
working with different materials. However, getting the right set of parameters is a time-consuming task, related to complex
simulations and/or operator expertise. In this scenario, monitoring systems play a fundamental role in ensuring the quality
of the process. One of the most representative variables to understand the laser-based process is the meltpool, since its
geometry and thermal behaviour are closely related to process stability, defect formation, and material quality. Variations
in meltpool width, area, shape, and thermal distribution can indicate process instabilities such as lack of fusion, excessive
energy input, overheating, or abnormal material interaction.

Infrared sensors provide non-contact thermal information at high acquisition rates. However, infrared images can
show blooming effects, sensor noise, background drift, reflections, and rapid temporal changes. Classical image processing
methods, such as thresholding, morphological filtering, contour extraction, and geometric fitting, are commonly used due to
their low computational cost. Nevertheless, these approaches are highly dependent on image normalization and manually
selected parameters. Fixed thresholds may become unstable under changing thermal conditions, while adaptive methods
can sometimes remove physically relevant variations in the meltpool morphology. These factors make robust segmentation
challenging, especially when the monitoring system must operate in real time [1} 12].

Deep learning segmentation models offer an alternative by learning spatial representations directly from anno-
tated data. Encoder-decoder architectures such as U-Net have shown strong performance in pixel-wise segmentation
tasks because they combine contextual feature extraction with spatial localization through skip connections [3]. Other ar-
chitectures, such as DeeplLabV3+, use atrous spatial pyramid pooling and decoder modules to capture multi-scale context
and improve boundary recovery [4]. However, in industrial monitoring applications, the suitable model is not necessarily the
one with the highest segmentation score. A useful monitoring model must also satisfy real-time constraints, provide sta-
ble descriptors, and remain deployable on limited hardware platforms. Therefore, segmentation quality must be analysed
together with inference latency, memory consumption, model size, and hardware compatibility.
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This work presents a benchmarking study of deep learning-based segmentation models for infrared meltpool
monitoring. Different model architectures, input resolutions, region-of-interest configurations, and encoder simplification
strategies are compared. The final goal is to identify compact segmentation models that preserve enough accuracy for
quantitative meltpool descriptor extraction while reducing inference latency and hardware requirements.

The main contributions of this work are:

« A comparative evaluation of segmentation architectures for infrared meltpool images, including input resolution and
region-of-interest cropping.

« An encoder simplification analysis focused on filter reduction, block reduction, stage reduction, and combined reduc-
tions.

+ A deployment-oriented benchmark evaluating segmentation quality, model size, CPU latency, GPU latency, and GPU
memory usage on practical inference hardware.

2. Materials and Methods

The proposed methodology evaluates the integration of deep learning-based segmentation into a thermographic
meltpool monitoring test bench. The workflow includes the monitoring setup, dataset preparation, model configuration,
optimization strategies, and deployment-oriented inference benchmarking.

2.1 System setup

The proposed monitoring test bench has three main components in the laser-based additive manufacturing cell:
the robot with the power source, the industrial PC with the infrared sensor, and the inference device. During the process,
the infrared camera sends raw frames to the industrial PC through a GenlCam-compatible interface, while process-related
signals from the robot or control system are transmitted through a TCP communication channel. Therefore, the industrial
PC acts as the data orchestration unit between the sensing system, robot path planning, power source configuration, and
laser-head setup.

In the proposed configuration, the segmentation model is executed on an external inference device instead of
directly on the industrial PC. For each analysed frame, the process computer sends an HTTP request to the inference
device, which performs the inference and returns the predicted meltpool mask and the corresponding descriptors. This
architecture separates process acquisition and control from deep learning inference. As a result, the segmentation model
can be deployed either on a dedicated inference server or on an edge device located close to the process. The extracted
descriptors, such as meltpool area, width, height, centroid position, and intensity-based indicators, can then be used for
real-time monitoring and future closed-loop control strategies.

\

/ PROCESS CELL /INFERENCE DEVICE\

[IR].J
(&) GenlCam <—HTTP RESPONSE -_—
°i\® HTTP REQUEST 0
&) Te [F==2\  —HTTPREQUEST—
—
PROCESS COMPUTER

N J - J

Fig. 1. General architecture of the proposed meltpool monitoring setup. The process computer receives thermal frames
from the infrared camera through a GenlCam-compatible interface and process signals through TCP. Inference is performed
on an external device through HTTP requests, returning the predicted meltpool mask and extracted descriptors.

2.2 Dataset

The dataset used in this study consists of infrared thermographic images acquired during laser-based material
processing trials. The images capture the thermal response of the laser—-material interaction zone, including the meltpool
region and the surrounding thermal background. The dataset includes variations in meltpool size, intensity distribution,
background level, and image contrast, which are representative of the changes commonly observed during thermographic
monitoring of laser-based processes.
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Each image was manually annotated at pixel level to generate a binary segmentation mask of the meltpool region.
The annotation process focused on delimiting the thermally active region associated with the meltpool, while excluding
low-information background areas and isolated noise not physically connected to the main interaction zone. The resulting
masks were used as ground truth for supervised training and validation.

Before training, the dataset was divided into fixed training and validation subsets. The same split was used for
all evaluated models to ensure a fair comparison between architectures, input configurations, and encoder simplification
strategies. In addition, a separate set of 1025 thermographic images was used for the deployment-oriented inference
benchmark.

The images were evaluated either as full-frame inputs or as centred regions of interest around the expected
meltpool location. This ROIl-based representation was included because the meltpool occupies only a limited portion of
the thermographic frame, while most of the image corresponds to background or low-relevance thermal information. The
ground-truth masks were converted into binary labels for pixel-wise supervised learning.

The dataset is representative of the acquisition and process conditions considered in this work. However, since
the thermal appearance of the meltpool can vary depending on material, laser parameters, optical configuration, emissivity,
and acquisition geometry, additional validation under different process conditions will be required before generalizing the
selected model to other industrial scenarios.

2.3 Machine learning pipeline

The machine learning pipeline evaluates segmentation quality and computational cost across preprocessing
choices, model architectures, encoder simplification strategies, and inference settings.

2.3.1 Model configuration

The segmentation task was formulated as a binary pixel-wise classification problem. The network output was
converted into a binary mask using a sigmoid activation followed by a fixed threshold of 0.5.

Several encoder-decoder segmentation models were evaluated under a common training protocol. The pre-
liminary screening compared U-Net and DeepLabV3+-type decoders with different encoder families, including ResNet,
MobileNetV2, and EfficientNet. ResNet was included as a robust convolutional baseline [5], while MobileNetV2 and Ef-
ficientNet were included as lightweight alternatives designed to improve computational efficiency [6 [7]. The comparison
was restricted to U-Net and DeepLabV3+-type heads because both architectures are configurable, widely used in semantic
segmentation, and suitable for encoder replacement.

The evaluated input configurations are summarized in Table [1] They include full-frame resizing and centred ROI
crops at different spatial resolutions.

Table 1. Input configurations evaluated in the benchmark.

Configuration  Crop mode  Resolution  Description

Full-128 Full frame 128 x 128  Complete image resized to 128 px
Full-224 Full frame 224 x 224  Complete image resized to 224 px
Full-512 Full frame 512 x 512 Complete image resized to 512 px
ROI-128 Centre ROl 128 x 128  Cropped meltpool region resized to 128 px
ROI-224 Centre ROl 224 x 224  Cropped meltpool region resized to 224 px

Both RGB and grayscale inputs were initially evaluated because infrared thermographic data is fundamentally
intensity-based. However, grayscale conversion did not provide a consistent improvement in segmentation quality or infer-
ence latency across the evaluated configurations. Therefore, the main ablation results focus on RGB inputs, preserving
compatibility with the original image pipeline and avoiding redundant comparisons.

All models were trained using the same training and validation splits. The loss function combined binary cross-
entropy and Dice loss:

L =LpcE + Lpice- (1)

The Dice loss was computed as:

23, piyi +e
Zipi +Ziyi +E7
where p; is the predicted probability for pixel i, y; is the ground-truth binary label, and ¢ is a small constant used for
numerical stability.

Data augmentation was applied during training to improve robustness against common thermographic variations.

The transformations included brightness and contrast changes, gamma variation, Gaussian noise, blur, and contrast-limited
adaptive histogram equalization. Segmentation quality was evaluated using Intersection over Union (loU), Dice coefficient,

ACD'Lce =1- (2)
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precision, recall, and accuracy. Since the dataset contains a large amount of background, accuracy was considered a
secondary metric. Computational cost was evaluated using model size, number of trainable parameters, GPU inference
latency, CPU inference latency, and peak GPU memory allocation.

2.3.2 Optimization strategies

After the preliminary architecture screening, the detailed ablation focused on U-Net with a ResNet encoder. This
configuration showed a favourable balance between segmentation quality, model simplicity, and computational efficiency.
The selected model family was modified through several simplification strategies:

* Reduced filters: reduction of the number of feature channels in the encoder and decoder.
* Reduced blocks: reduction of the number of residual blocks per stage.

* Reduced stages: removal of the deepest encoder stage.

» Combined reductions: simultaneous reduction of filters, blocks, and stages.

These optimization strategies were designed to determine whether model complexity could be reduced without significantly
degrading segmentation quality. The resulting models were compared in terms of segmentation quality, model size, latency,
and memory allocation.

2.3.3 Inference devices and benchmarking protocol

Inference benchmarking was performed to evaluate whether the selected models were suitable for real-time melt-
pool monitoring. The benchmark was carried out over 1025 thermographic images and included both GPU and CPU
execution. GPU measurements were synchronized to avoid underestimating execution time.

Two complementary inference settings were considered. The preliminary backbone and input-configuration com-
parisons were performed with batch size 1, since this setting better represents edge-oriented or online inference scenarios
where frames are processed individually. In contrast, the final deployment benchmark used batch size 32 to evaluate
throughput-oriented execution when buffering or micro-batching is allowed. Therefore, backbone-screening latency, ROI-
analysis latency, and deployment latency should be interpreted as complementary measurements rather than directly
equivalent values.

Unless otherwise stated, the final deployment results reported in the encoder simplification and candidate-selection
tables correspond to effective latency per image on Machine 1 using batch size 32. This latency was computed from the
complete batched inference time. Since batch-size-32 inference measures effective throughput rather than strict single-
frame response time, the reported values should be interpreted as deployment-oriented latency per image.

A secondary hardware comparison was also considered using Machine 2 to analyse deployment portability. For
clarity, the remaining sections refer to the platforms as Machine 1 and Machine 2, while the full hardware specifications are
reported in Table 2]

Table 2. Hardware platforms used for inference benchmarking. Machine 1 was used for the main deployment benchmark,
while Machine 2 was considered for portability analysis on lower-power hardware.

Platform CPU GPU GPU memory RAM Operating system
Machine 1 Intel Xeon E5-1650 v4, 6C/12T  NVIDIA Quadro RTX 6000 24 GB 64 GB  Rocky Linux 9.1, kernel 5.14.0
Machine 2  Intel Core i7-13800H, 14C/20T  NVIDIA RTX A500 Laptop GPU 4 GB 32 GB Ubuntu 22.04.5 LTS, kernel 6.8.0

The inference output consists of a binary meltpool mask. From this mask, quantitative descriptors such as seg-
mented area, meltpool width, meltpool height, centroid position, and intensity-based indicators can be extracted. These
descriptors provide compact numerical information about the meltpool geometry and thermal behaviour, which can later be
used for process supervision or closed-loop control.

3. Results
3.1 Architecture screening
Table [3| summarizes the preliminary architecture screening. The comparison includes representative encoder-

decoder combinations evaluated under the same training and validation protocol. Latency values in this table correspond
to batch-size-one preliminary profiling and are used only for architecture selection.



18" Quantitative InfraRed Thermography Conference, 29 June — 3 July 2026, Naples, Italy

Table 3. Baseline architecture screening. Latency values correspond to batch-size-one preliminary profiling and are used
only for architecture selection.

Decoder Encoder Input  Resolution loU Dice GPUms Params
U-Net ResNet RGB ROI-224 0.925 0.961 3.227 14.32M
U-Net MobileNetV2 RGB ROI-224 0.924 0.961 5.048 3.97M
U-Net EfficientNet RGB ROI-224 0.922 0.959 11.740 6.25M
DeepLabV3+ ResNet RGB Full-224 0.910 0.953 3.117 16.41M

DeepLabV3+ MobileNetV2 RGB Full-224 0.916 0.956 5.091 3.97M

U-Net with a ResNet encoder achieved the best compromise between segmentation quality and inference latency
among the evaluated baselines. This configuration was therefore selected for the detailed optimization study.

3.2 Input resolution and ROI analysis
Table [4] shows the effect of input resolution and ROI cropping for the U-Net ResNet baseline. This comparison

was performed during the preliminary batch-size-one profiling stage. The objective of this analysis was to select the most
appropriate input representation before carrying out the final deployment benchmark.

Table 4. Effect of input resolution and ROI cropping for the U-Net ResNet baseline. Latency values correspond to batch-
size-one preliminary profiling.

Input configuration Size MB  Params loU Dice GPUms CPUms

Full-128 54.734 14.32M 0.902 0.949 3.228 41.913
Full-224 54.734 14.32M 0.906 0.951 3.180 113.150
ROI-128 54.734 14.32M 0.918 0.957 3.223 42.007
ROI-224 54.734 14.32M 0.925 0.961 3.227 112.830

ROI-224 obtained the highest segmentation quality in the preliminary input-configuration analysis, with an loU of
0.925 and a Dice coefficient of 0.961. ROI-128 provided a lower-resolution alternative with better segmentation quality than
the full-frame configurations and substantially lower CPU cost than the 224-pixel variants. These results motivated the use
of ROI-based inputs in the detailed encoder simplification benchmark.

3.3 Encoder simplification results

Table [5| summarizes the encoder simplification experiments for the selected U-Net ResNet family. All reported
latency values correspond to effective latency per image on Machine 1 using batch size 32.
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Table 5. Encoder simplification results for U-Net with ResNet encoder using RGB ROl inputs on Machine 1. Latency is
reported as effective latency per image with batch size 32.

Input Optimization Size MB  Params loU Dice GPU ms/img CPUms/img GPU mem. MB
ROI-224  Baseline 54.734 14.32M 0.930 0.964 0.842 22.4083 1137.5
ROI-224  Reduced filters 13.759  3.59M 0.923 0.960 0.382 7.765 853.9
ROI-224  Reduced stages 18.847  4.92M 0.930 0.964 0.982 32.533 1342.4
ROI-224  Reduced blocks 30.782  8.05M 0.925 0.961 0.718 17.651 1113.3
ROI-224  Filters + stages 1.235 0.31M 0.910 0.953 0.216 4.336 778.6
ROI-224  Blocks + stages 12915 3.37M 0.928 0.963 0.881 29.452 1336.5
ROI-224  Filters + blocks 1.981 0.51M 0.910 0.953 0.166 2.796 719.4
ROI-224  Filters + blocks + stages 0.851 0.21M 0.908 0.952 0.200 4.050 778.3
ROI-128 Baseline 54.734 14.32M 0.927 0.962 0.389 7.710 409.8
ROI-128 Reduced filters 13.759 3.59M 0.916 0.956 0.206 2.595 287.4
ROI-128 Reduced stages 18.847 4.92M 0.923 0.960 0.427 12.031 451.0
ROI-128 Reduced blocks 30.782  8.05M 0.921 0.959 0.352 6.413 384.8
ROI-128 Filters + stages 1.235 0.31M 0.910 0.953 0.133 1.417 254.9
ROI-128 Blocks + stages 12915  3.37M 0.921 0.959 0.396 10.883 4451
ROI-128  Filters + blocks 1.981 0.51M  0.905 0.950 0.116 0.925 235.9
ROI-128  Filters + blocks + stages 0.851 0.21M  0.907 0.951 0.108 1.303 254.5

The encoder simplification results show that architectural reductions substantially decrease model size and infer-
ence latency. For ROI-224 inputs, the baseline model achieved the highest segmentation quality, with an loU of 0.930 and
a Dice coefficient of 0.964. However, the Filters + blocks configuration reduced the model size from 54.734 MB to 1.981
MB and the GPU latency from 0.842 ms/img to 0.166 ms/img, while maintaining an loU of 0.910. For ROI-128 inputs, the
Filters + blocks + stages configuration achieved the lowest GPU latency, reaching 0.108 ms/img with an loU of 0.907.
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Fig. 2. loU versus Machine 1 GPU effective latency per image for the evaluated RGB U-Net ResNet configurations.
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U-Net ResNet ROI-224: model size vs Machine 1 GPU latency
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Fig. 3. Model size versus Machine 1 GPU effective latency per image for the evaluated RGB U-Net ResNet configurations.

3.4 Deployment benchmark

A deployment-oriented inference benchmark was performed over 1025 thermographic images. Figure |4 com-
pares Machine 1 GPU and CPU effective latency per image for representative configurations. The results show that GPU
execution provides substantially lower latency for all evaluated configurations, while CPU execution is only competitive for
the smallest ROI-128 models.

U-Net ResNet ROI-224: Machine 1 GPU latency vs CPU latency
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Fig. 4. Machine 1 GPU and CPU effective latency per image for selected RGB U-Net ResNet configurations using batch
size 32.

Figure [B| compares the GPU effective latency per image obtained on Machine 1 and Machine 2 for the selected
compact configurations. This comparison was included to assess whether the reduced models remain practical when
deployed on a secondary inference platform.
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Best observed deployment mode: RTX A500 vs Quadro RTX 6000
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Fig. 5. GPU effective latency per image comparison between Machine 1 and Machine 2 for the selected compact U-Net
ResNet configurations.

3.5 Final model candidates

Table [6] summarizes the selected model candidates according to segmentation quality, model size, latency, and
deployment suitability.

Table 6. Final RGB candidate models selected for deployment analysis on Machine 1. Latency is reported as effective
latency per image with batch size 32.

Candidate Input Optimization Size MB  Params loU Dice GPUms/img CPUms/img Rationale

Reference ROI-224 Baseline 54.734 14.32M 0.930 0.964 0.842 22.403 Highest-quality reference model
High-quality reduced model ROI-224  Blocks + stages 12.915 3.37M 0.928 0.963 0.881 29.452  Similar quality with fewer parameters
Balanced candidate ROI-224  Reduced filters 13.759 3.59M 0.923 0.960 0.382 7.765 Good quality with lower latency

Fast ROI-224 candidate ROI-224  Filters + blocks 1.981 0.51M 0.910 0.953 0.166 2.796 Lowest ROI-224 latency
Low-resolution reference ROI-128 Baseline 54.734 14.32M 0.927 0.962 0.389 7.710  Reduced-resolution baseline

Fast ROI-128 candidate ROI-128  Filters + blocks + stages 0.851 0.21M  0.907 0.951 0.108 1.303 Fastest GPU candidate
CPU-oriented candidate ROI-128  Filters + blocks 1.981 0.51M 0.905 0.950 0.116 0.925 Lowest CPU latency

(a) Input (b) Ground truth (c) Prediction (d) Contour

Fig. 6. Representative qualitative segmentation result. The figure shows the thermographic input, the manual annotation,
the predicted mask, and the predicted contour over the original image.

The qualitative results show that the selected models identify the main meltpool region under the evaluated con-
ditions. Minor differences between models are mainly observed near the meltpool boundary, where thermal gradients and
blooming effects make annotation less certain.
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4. Discussion

The results show that U-Net with a ResNet encoder provides a suitable starting point for the evaluated thermo-
graphic segmentation task. Although MobileNetV2 and EfficientNet are commonly used as efficient encoders, their lower
parameter count did not translate into lower latency in the preliminary benchmark. This indicates that deployment perfor-
mance depends not only on the number of parameters, but also on operator efficiency, memory access patterns, and the
target hardware.

ROI cropping was one of the most relevant preprocessing decisions. The ROI-based configurations improved
the segmentation metrics with respect to full-frame inputs. This result is consistent with the spatial structure of the ther-
mographic images, where the meltpool occupies a small region and most of the frame corresponds to low-information
background.

The encoder ablation study suggests that the baseline model contains more representational capacity than re-
quired for this dataset. This is expected in thermographic meltpool segmentation, where the target object is spatially
constrained and has a relatively consistent structure compared with general-purpose semantic segmentation datasets.
The best trade-off depends on the deployment constraint. For ROI-224, the Filters + blocks configuration provided the
lowest latency among the ROI-224 variants while maintaining acceptable segmentation quality. For ROI-128, the combined
Filters + blocks + stages configuration achieved the lowest GPU latency, although with a moderate reduction in loU and
Dice.

The deployment benchmark confirms that compact RGB U-Net ResNet variants are suitable for high-throughput
real-time monitoring when batched or buffered inference is allowed. Since the main deployment benchmark uses batch
size 32, the reported latency represents effective latency per image rather than strict frame-by-frame response time. For
strict closed-loop control, additional batch-size-one measurements would be required to quantify the end-to-end response
latency.

The comparison between Machine 1 and Machine 2 shows that the selected compact models remain deployable
on a secondary inference platform, although latency differences depend on the specific architecture and runtime behaviour.
This supports the use of encoder simplification not only to reduce latency on the main benchmark platform, but also to
improve portability across inference devices.

A limitation of this study is that the evaluation is based on a specific dataset and acquisition setup. Additional
experiments under different process conditions are required to assess generalization. Future work should also evaluate
the temporal stability of the extracted descriptors and their integration into closed-loop control strategies.

5. Conclusions

This work presented a benchmarking study of deep learning segmentation models for infrared thermographic
meltpool monitoring. Different encoder-decoder architectures, input configurations, and encoder simplification strategies
were evaluated to analyse the trade-off between segmentation quality and computational cost.

The results show that U-Net with a ResNet encoder provides a strong baseline for meltpool segmentation. ROI-
based inputs improve the effective representation of the meltpool region and provide better accuracy-cost trade-offs than
full-frame inputs. Encoder simplification strategies can significantly reduce model size and inference latency while preserv-
ing competitive segmentation performance.

The results identified three relevant operating points: a high-accuracy ROI-224 baseline, a balanced ROI-224
reduced model, and a very compact ROI-128 configuration optimized for low-latency execution. These alternatives allow
the segmentation model to be selected according to the deployment constraint, prioritizing either maximum accuracy,
reduced CPU/GPU latency, or minimal model size.

The deployment benchmark over 1025 images indicates that the selected compact models are suitable for high-
throughput real-time monitoring when batched or buffered inference is allowed. Final deployment performance will depend
on the complete inference pipeline, including acquisition, preprocessing, communication overhead, post-processing, and
descriptor extraction.

Future work will focus on ONNX deployment on different hardware platforms, temporal evaluation of descriptor
stability, validation under additional process conditions, and integration of the selected segmentation model into a real-time
monitoring and control pipeline.
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